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n Basic data mining concepts

– Motivation, definition, the process

n Common mining techniques
– Association patterns, classification, clustering, outlier 

detection

n Key data mining challenges
n Ongoing data mining research projects at SFSU
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• The Hobbit (Collector's Edition) by J.R.R. Tolkien 
• The Hobbit by J.R.R. Tolkien 
• The Silmarillion by J.R.R. Tolkien 
• The Lord of the Rings by J.R.R. Tolkien 
• The Silmarillion by J.R.R. Tolkien
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n Huge amount of data is being collected 
and warehoused 
– Web data, e-commerce
– Purchases at department/

grocery stores
– Bank/Credit Card transactions

n Computers have become cheaper and more 
powerful

n Strong incentives to compete 
– Provide better, customized services for an edge (e.g. 

amazon.com vs. bitrate.com)
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n Data produced and collected at enormous 
speeds (GB/Hour)
– Remote sensors on a satellite

– Telescopes scanning the skies

– Microarrays generating gene expression data

– Scientific simulations: generating terabytes of data

n Traditional techniques infeasible for  raw data

n Data mining may help scientists in: 
– Classifying and segmenting data
– Hypothesis Formation
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n There is often information � hidden� in the data that is 
not readily evident

n Human analysts may take weeks to discover useful information
n Much of the data is never analyzed at all
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From: R. Grossman, C. Kamath, V. Kumar, “Data Mining for Scientific and Engineering Applications”
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n Data explosion: computer ized data collection tools and 
mature database technologies
– Ex.: Microarray data, protein folding simulation data, satellite images

n We are drowning in data, but starving for knowledge!
– Genes of similar expression patterns (clustering)

– Structurally similar proteins (classification)

– Customers of similar purchase patterns (association)

n “ Necessity is the mother of invention” —Data mining—
Automated analysis of massive data sets
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n End users

– Enterprises in virtually every industry
• Finance: fraud detection

• Pharmaceutical: drug design
• Bioinformatics: gene expression analysis  

– Government and non-profit organizations
• Disease control and prevention

• Homeland Security

n Commercial vendors
– General-purpose data mining software systems

• SAS, SPSS, Angoss, Oracle, IBM, Microsoft

– Bio-specific data mining software systems
• Agilent Technologies, SpotFire, Invitrogen

n Thinkers &  Idea providers
– Colleges and universities  
– Commercial research institutes
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n Data mining is the process of discover ing interesting 
(non(non--trivial,trivial, implicit, previously unknown, and potentially implicit, previously unknown, and potentially 
useful)useful) information in data.

n Synonyms
– Knowledge Discovery in Databases (KDD)
– Data driven discovery

– Exploratory data discovery
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n Data analysis and decision suppor t

– Market analysis and management

• Target marketing, customer relationship management (CRM),  market 

basket analysis, cross selling, market segmentation

– Risk analysis and management

• Forecasting, customer retention, improved underwriting, quality control, 

competitive analysis

– Fraud detection and detection of unusual patterns (outliers)

n Other Applications

– Text mining (news group, email, documents) and Web mining

– Stream data mining

– Bioinformatics and bio-data analysis
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l What is Data Mining?

– Certain names are more 
prevalent in certain 
geographical locations 
(e.g.: O’Brien and 
O’Reilly… in Boston area)

– Group together similar 
documents returned by 
search engine according to 
their context (e.g. Amazon 
rainforest, Amazon.com)

l What is NOT Data 
Mining?

– Look up phone 
number in phone 
directory

– Query a Web 
search engine for 
information about 
“Amazon”
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n Target marketing
– Find clusters of “ model”  customers who share the same characteristics: 

interest, income level, spending habits, etc., 

– Determine customer purchasing patterns over time

n Cross-market analysis
� Find associations/co-relations between product sales, & predict based on 

such association 

n Customer profiling
– What types of customers buy what products (clustering or classification)

n Customer requirement analysis
– Identify the best products for different customers

– Predict what factors will attract new customers
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n Auto insurance
– Detection of accident-prone demographic groups

n Money laundering
– suspicious monetary transactions 

n Medical insurance
– Professional patients, ring of doctors, and ring of references

– Unnecessary or correlated screening tests

n Telecommunications: phone-call fraud
– Phone call model: destination of the call, duration, time of day or week.  Analyze 

patterns that deviate from an expected norm

n Retail industry
– Analysts estimate that 38% of retail shrink is due to dishonest employees

n Anti-terror ism (Homeland Security)
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n Tremendous amount of data

– Algorithms must be highly scalable to handle such as tera-bytes of data

n High-dimensionality of data 

– Micro-array may have tens of thousands of dimensions

n High complexity of data

– Data streams and sensor data

– Time-series data, temporal data, sequence data 

– Structure data, graphs, social networks and multi-linked data

– Heterogeneous databases and legacy databases

– Spatial, spatiotemporal, multimedia, text and Web data

– Scientific simulations

n Necessity of integrating knowledge from multiple disciplines
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Recognition

Pattern 
Recognition Algor ithmsAlgor ithms
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Source Data
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Data Integration

Knowledge Interpretation

Interactive

I terative

Example: discover 
common purchase 
patterns in a grocery 
store
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n Learning the application domain
– Relevant prior knowledge and goals of application

n Creating a target data set: data selection

n Data cleaning and preprocessing: (May take 60% of effort!)(May take 60% of effort!)
– Data reduction and transformation

– Find useful features, dimensionality/variable reduction, invariant representation

n Identifying the main functions of data mining 
– Summarization, classification, regression, association, clustering

n Choosing the mining algor ithm(s)

n Data mining: search for patterns of interest

n Pattern evaluation and knowledge presentation (Often requires input (Often requires input 
from domain experts!)from domain experts!)
– visualization, transformation, removing redundant patterns, etc.

n Use of discovered knowledge
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n Association pattern mining
n Classification
n Cluster ing
n Outlier  detection
n Sequential pattern mining
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n Given a set of records each of which contain some 
number  of items from a given collection;
– Produce dependency patterns which can be used to predict the 

occurrence of an item based on occurrences of other items.

TID I tems

1 Bread, Coke, Milk

2 Beer , Bread

3 Beer , Coke, Diaper , Milk

4 Beer , Bread, Diaper , M ilk

5 Coke, Diaper , Milk
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� � ��� � �� � 	 �� 
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n Marketing and sales promotion
– Let the rule discovered be

{Bagels, ? } --> {Potato Chips}

– This rule can be used to identify what product(s) should be  sold together with 
Bagels to promote the sale of Potato chips!

n Supermarket shelf management.
– Goal: To identify items that are bought together by sufficiently many 

customers. 

– The classic example: beer & diaper

n Med-informatics and bio-informatics
– Goal: find correlated genes, drugs & genes, genes & diseases, proteins & 

genes
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n Given a collection of records (training set )
– Each record contains a set of attributes, one of the attributes is the class.

n Find a model for  class attr ibute as a function of the 
values of other attr ibutes.

n Goal: previously unseen records should be assigned a 
class as accurately as possible.
– A test set is used to determine the accuracy of the model. Usually, the given 

data set is divided into training and test sets, with training set used to build 
the model and test set used to validate it.
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Tid Refund Marital
Status

Taxable
Income Cheat

1 Yes Single 125K No

2 No Married 100K No

3 No Single 70K No

4 Yes Married 120K No

5 No Divorced 95K Yes

6 No Married 60K No

7 Yes Divorced 220K No

8 No Single 85K Yes

9 No Married 75K No

10 No Single 90K Yes
10

cat
eg

oric
al

cat
eg

oric
al

contin
uous

class

Refund Marital
Status

Taxable
Income Cheat

No Single 75K ?

Yes Married 50K ?

No Married 150K ?

Yes Divorced 90K ?

No Single 40K ?

No Married 80K ?
10

Test
Set

Training 
Set

Model
Learn 

Classifier
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n Direct Marketing
– Goal: Reduce cost of mailing by targeting a set of 

consumers likely to buy a new cell-phone product.
– Approach:

• Use the data for a similar product introduced before. 

• We know which customers decided to buy and which decided 
otherwise. This {buy, don’ t buy} decision forms the class 
attribute.

• Collect various demographic, lifestyle, and company-interaction 
related information about all such customers.

– Type of business, where they stay, how much they earn, etc.

• Use this information as input attributes to learn a classifier 
model.

From [Berry & Linoff] Data Mining Techniques, 1997
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n Fraud Detection
– Goal: Predict fraudulent cases in credit card transactions.
– Approach:

• Use credit card transactions and the information on its account-
holder as attributes.

– When does a customer buy, what does he buy, how often he pays on time, etc

• Label past transactions as fraud or fair transactions. This forms the 
class attribute.

• Learn a model for the class of the transactions.

• Use this model to detect fraud by observing credit card 
transactions on an account.
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n A decision tree based classifier for the Keratoconus disease
- Use shape-based feature descriptors

Y

N Y

Y N Y

�

2.77

�

-0.37

�

1.93

�

-433.3

�

1.27

Vertical 
Asymmetry

Mean 
Surface 
Height

Oblique 
Toricity Trefoil

Vertical 
AsymmetryNor mal Keratoconus
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n Given a set of data points, each having a set of attr ibutes, 
and a similar ity measure among them, find clusters such 
that
– Data points in one cluster are more similar to one another.

– Data points in separate clusters are less similar to one another.

n Similar ity Measures:
– Euclidean Distance if attributes are continuous.
– Other Problem-specific Measures.
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Intra-cluster distances
are minimized

Intra-cluster distances
are minimized

Inter-cluster distances
are maximized

Inter-cluster distances
are maximized

28

� � � � � 
 � � � � 	 �%� � �� � � � � � � �� � � � � 
 � � � � 	 �%� � �� � � � � � � �� � � � � 
 � � � � 	 �%� � �� � � � � � � �� � � � � 
 � � � � 	 �%� � �� � � � � � � �

n Market segmentation
– Goal: subdivide a market into distinct subsets of customers where any 

subset may conceivably be selected as a market target to be reached with a 
distinct marketing mix.

n Document cluster ing
– Goal: To find groups of documents that are similar to each other based on 

the important terms appearing in them (e.g., finance, news, entertainment, 
sports, etc.)

n Cluster ing genes of similar expression patterns
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n Outliers
– Data points that are very different from the 

majority of the points

n Applications
– Detecting liver damage in pharmaceutical 

clinical trial data  

– Network intrusion detection

n Many other data mining techniques 
- Summarization/characterization

- Sequential pattern analysis

ALT

A
ST

ALT vs. AST

ALT: Alanine Aminotransferase

AST: Aspartate Aminotransferase
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n General functionality

– Descriptive data mining 

– Predictive data mining

n Different views lead to different classifications

– Data view: Kinds of data to be mined

– Knowledge view: Kinds of knowledge to be discovered

– Method view: Kinds of techniques utilized

– Application view: Kinds of applications adapted
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n Data complexity
– Large volume, high dimensionality, heterogeneity
– Missing or noisy data

– Changing/streaming data

n Over  fitting
– A model may not fit other data sets. 

n Interpretation of discovered knowledge
– Domain or application specific knowledge

n Visualization of discovered knowledge
n Pr ivacy preservation
n Social or  ethical issues

– Data Mining is Not Against Civil Liberty by The SIGKDD Executive 
Committee 
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n Participate the new Data Mining course
– Opens in Spring 2007
– CSC869: 5:00—6:15, T, R

n Participate research projects
– Bioinformatics

• Protein structural analysis
• Protein folding trajectories analysis
• Gene expression data analysis for human stem cells 

– Nutrigenomics
• Educational needs survey and analysis

– Blogosphereanalysis
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n Main objective
– To identify structural fingerprints for different classes of 

proteins utilizing 2D contact maps

n Main mining methods
– Spatial association pattern mining
– Classification/clustering 
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t1 t2 t3

n Objectives
– Detect and order important folding events

– Cross-compare multiple folding trajectories to derive a consensus 
(partial) folding pathway 

n Dynamics in the folding process
- Folding events, e.g., the formation of secondary structures 
- Order of folding events

n Main mining methods
– Spatio-temporal association pattern mining 

– Structure-based approximate indexing   
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n Data
– Gene expression data of 44000 human genes collected over the early 

terms of fetal development
• 14-16 weeks, 18-19 wks, 21 wks, 23-24wks, and 37-40wks  

n Goals
– Identify co-regulatory genes in an individual term and across 

different terms
– Identify changing trends of genes
– Detect and order top-k discords 
– Integrate domain knowledge

• Well-established pathways
• Protein-protein interactions
• Gene Ontology

n Collaborator
- Susan Fisher Laboratory at UCSF
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n Nutr igenomics
– A new science that studies how foods affect one’s genes and vice

versa

n Goals
– Develop a web-based survey system to collect educational needs 

from professionals nationwide

– Design data mining techniques to analyze the educational needs

n Collaborators
– Dr. Sharonda Wallace, Dietetics Dept, SFSU
– The Nutrigenomics Center at U.C. Davis

– Dr. Marla at U. Minnesota at St. Paul



10

37

2 
 � �9 � � � �"� � � � � � � � � � � �7 
 � � / � � - 
 -2 
 � �9 � � � �"� � � � � � � � � � � �7 
 � � / � � - 
 -2 
 � �9 � � � �"� � � � � � � � � � � �7 
 � � / � � - 
 -2 
 � �9 � � � �"� � � � � � � � � � � �7 
 � � / � � - 
 -

n A positive attitude towards research
– Willing to learn new stuff

n Be committed 
n Good communication skills
n Other  skills

– Programming skills 
– Background knowledge in related domains
– GPA: B+ or better
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